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Abstract

Theorem proving is one of the main tasks involved in a significant number of
applications in Artificial Intelligence as well as in other fields of Computer Science.
Different logics had been devised to encode several kinds of problems into the
form of logic formulae. A theorem prover can then be used to find solutions of
a problem or prove that some desirable property holds. It has been shown, for
instance, that problems from the domains of planning, logistics and verification
can be efficiently solved by general propositional satisfiability algorithms. Recent
developments and improvements in this area have turned this into a feasible
approach for a wide number of applications.

Instances generated from such applications usually exhibit high degrees of
symmetry, and rich content of structural information. Problems usually contain
large blocks of similar formulae stating the same property for different objects
in the domain. Heuristics have been proposed to exploit this particular features
typically found in real-life problems.

This research report argues how the use of essentially propositional formu-
lae can lead to much more succinct and efficient encodings of problems from a
variety of applications. These are formulae that allow the use of variables and
quantification, but with values restricted to a finite domain. General properties
that hold for groups of objects are efficiently represented, and symmetries can be
stated explicitly in the problem representation.

An outline of the proposed research, to be carried out in the following two
years, is also sketched. It includes an investigation into how different techniques
and algorithms that lead to the current success in propositional satisfiability can
be extended to handle formulae in this more general setting. Experimentation
and evaluation periods are also scheduled that will provide data to, hopefully,

support our hypothesis and claims.



Chapter 1
Introduction

The idea of designing systems that are able to automatically solve our problems
is highly appealing and fascinating. A great amount of development has been
done since the middle of the last century when scientists, most notably Alan
Turing, exposed the first glimpses on how the dream of such thinking machines
could actually be realised. Modern research in Artificial Intelligence is mostly
concerned with automating tasks that would otherwise be tedious or impractical
for humans.

One of the main applications that stems from artificial intelligence can be
broadly described as general problem solving. Given a formal description of some
problem (for example a formula or some kind of logic expression) a computer pro-
gram can be used to automatically search for solutions of the problem. Moreover,
if no solution exists, some programs are also able to produce a formal (mathe-
matical) proof of the fact that, indeed, no solutions can exist.

Take for instance a problem in logistics. A delivery company has to transport a
number of packages between various locations using a set of trucks and aeroplanes.
We can encode a description of this problem as a set of constraints (e.g. where the
packages originally are, where do they need to be sent, capacities of the trucks,
etc.) and then use a program to search for a solution that satisfies all of these
constraints. This kind of problems are known as satisfiability problems.

The same problem, seen from the opposite point of view, is know as theorem
proving. Imagine we have a circuit, some electronic component, together with a
formal description of its intended functionality. In this case we can pose the prob-
lem of finding an example of a case where the component behaves incorrectly. If a

solution is found, then it means that a ‘bug’ or some error in the implementation
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has been found. Otherwise, if there are no solutions, the solver could produce a

proof that formally verifies the correctness of our component.

Observe that an essential requirement in these examples is that problems are
somehow described in a suitable form that can be understood and manipulated by
a computer. Many languages have been suggested for this purpose, and the first
natural candidate was mathematical logic. The main advantages of mathematical
logic are that it is unambiguous, the meaning of its syntactical elements are
clearly specified, and quite expressive, many interesting and relevant problems
can actually be said in logic. Particular languages have also been designed for
specific applications (e.g. planning, circuits, etc.), but those are usually translated
very easily into some form of logic.

Now, within mathematical logic, several languages with various levels of com-
plexity and expressiveness have been considered. In first-order logic, for example,
one can express quantified statements that hold “for every” or “at least one” ele-
ment. Moreover, using function symbols (e.g. the successor of a number) makes
it also possible to describe infinite domains. All this expressive power comes at a
price, which is that the satisfiability problem for first-order logic is undecidable.
This means that it is impossible to devise a system that can, for every first-order
formula, decide whether or not it’s a theorem.!

On the other hand, propositional logic is a language where the only elements
allowed are basic assertions (propositions) joined together with simple logic con-
nectives such as and, or, and not. The satisfiability problem becomes decidable,
but it is still rather challenging to solve (it is NP-complete). A great effort has
also been spent into developing efficient propositional satisfiability solvers and,
particularly in the last decade, the impressive achievements obtained in the area

have enabled many industrial strength applications.

1.1 Aims and objectives

The main objective of the research whose plan is outlined in this report, is to
test the hypothesis of whether an intermediate language, between propositional

and first-order logic, might be more suitable to efficiently describe and solve a

'With the possible exception of VAMPIRE, which seems to be able to prove any theorem it
finds on its way.
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relevant class of problems. The language proposed, known as effectively proposi-
tional, allows the use of variables and quantification but limited to finite domains.
Because of this restriction, the language itself has the same expressive power as
propositional logic (thus the reason of its name), but the use of quantification
permits more compact representations.

We expect that the use of a richer language would allow to describe a wide
range of problems in a more natural and succinct way. As said, any formula
in effectively propositional logic can be translated into plain propositional; this
is done by a process called grounding. Such translation would imply, however,
a large increase in the size of the formula. This, in turn, may render the use
of standard satisfiability solvers impractical. Alternatively the use of a first-
order theorem prover, which is naturally possible, has not always been found
competitive in some applications with finite domains.

In order to support our hypothesis, we propose to design and implement an
effectively propositional prover which would lift techniques from propositional
satisfiability without resorting to a grounding process. An evaluation of such
approach also needs to be carried out, and for that we propose a prior study of
how problems of typical applications (planning, verification and model checking
to name a few) can be encoded into an effectively propositional representation.

Designing a system that natively handles such kind of formulae may also have
a number of advantages. First, because of using a more compact representation,
the system could be more memory efficient and therefore able to process larger
and more complex problems. Additionally, as being situated between two other
well known and studied logic formalisms, techniques and methodologies from both

of them could perhaps be more easily integrated.

1.2 Related work

The domain of electronic design automation has been greatly benefited from the
recent improvements in propositional satisfiability solvers. Tasks such as mi-
croprocessor verification, automated test pattern generation, and proving circuit
equivalence (Stephan et al., 1996; Marques Silva and Sakallah, 2000; Velev and
Bryan, 2001) are typical examples of success stories. The model checking and
verification communities have also developed tools based on satisfiability solvers

(Biere et al., 1999; Chaki et al., 2003); while problems in planning, scheduling
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and logistics (Kautz and Selman, 1992, 1996) are tackled by the use of similar
propositional techniques.

The rise of these applications has driven the interest of the research community
into designing more robust and efficient solvers. But, perhaps more importantly,
it has aided to recognise which are the problems that we may actually want to
solve and how to say them (i.e. how to encode them as formulae). Scientists
have started to pay more attention to this issues by exploiting the structure
and symmetries that are almost inherent to problems from real life applications
(Aloul et al., 2002; Sabharwal et al., 2003). Proposals for solvers that can handle
languages with a richer set of constructs, instead of the usual normal forms, have
been put forward (Giunchiglia and Sebastiani, 2000; Thiffault et al., 2004).

These later proposals, although relevant to our research, differ from our ap-
proach in the sense that they still work within a propositional setting. In order to
more efficiently encode and solve problems, we suggest to employ the more general
language of effectively propositional logic. Some of the theoretical foundations
required for developing this idea have already been established by Baumgartner
and Tinelli (2003); there is also a first implementation, the DARWIN system, by
Baumgartner et al. (2005).

This line of research that we aim to follow is rather new. There are in literature
a few previous similar envisions, but it can be said that they had just become
concrete in the work of Baumgartner (2000). We therefore think there is still room
for improvement, many possibilities and new paths to explore. Moreover, a careful
implementation that takes into account techniques and data structures present in
modern first-order theorem provers, could facilitate the eventual integration into

more powerful systems such as VAMPIRE (Riazanov and Voronkov, 2002).

1.3 Current progress

During the first year of my PhD degree two main research goals have already been
achieved: an experimental study and analysis on the generation of hard satisfi-
ability problems; and a deep study into the internal features and methodologies
of modern competitive propositional solvers.

The motivation to venture into the first subject, the generation of hard prob-
lems, is that we identified a need of relevant test cases from contemporary re-

searchers working on language extensions for satisfiability solvers. As Giunchiglia
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and Sebastiani (2000), Stachniak (2002), and Thiffault et al. (2004) report on
their respective works; most benchmarks and problem instances available for the
research community have already been decomposed and put into some normal
form. In our work (Navarro and Voronkov, 2005), presented at the National Con-
ference on Artificial Intelligence (AAAI-05) and independently at the Workshop
on Automated Reasoning (ARW-05), we suggest a model that can be used to
generate formulae more suitable to test such kind of language extensions. The
paper, together with a short preliminary discussion, is included as an appendix
of this report.

With respect to the study on propositional satisfiability, this is as a first step
toward understanding the implementation methods responsible for the success of
modern solvers. This research task required an extensive literature review of the
strategies and ideas that have been published on this topic (e.g. Moskewicz et al.,
2001; Zhang et al., 2001; Ryan, 2004; Mitchell, 2005; Eén and Biere, 2005), as
well as sometimes diving into the source code of existing competitive programs in
order to clearly make sense of the mechanics involved in the process of efficient
satisfiability solving.? Chapter 2 is the outcome of this review.

An ongoing part of the research is to devise examples of typical satisfiability
applications, represented in terms of the effectively propositional language, and

start building the support of our hypothesis.

1.4 Research plan

In order to remind the reader, our main research hypothesis is that the language
of effectively propositional logic can be a suitable alternative to efficiently describe
and solve a relevant class of problems that arises from todays typical applications.
Aiming to support this hypothesis, a plan for the research to carry out has been

established:

e Understand the features behind modern propositional satisfiability solvers
that has made them competitive in particular applications. Recognise key
points and strategies that are utilised to achieve efficiency. Also try to
understand why main features of first-order theorem provers have not been

found useful in the propositional terrain.

2Quoting Eén and Sérensson: “For more details, please refer to the source code of MINISAT.”
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e Show examples of applications where the use of effectively propositional
encodings can provide more natural and succinct representations. Possible
application domains may include those where propositional satisfiability has
already been found successful: planing and logistics, hardware and software

verification, more general forms of automated deduction.
e Implement an effectively propositional theorem prover:

— Start with the implementation of a standard propositional solver, in-
cluding main successful features such as: preprocessing, clause learn-

ing, conflict analysis, efficient data structures, etc.

— Generalise procedures and data structures to handle formulae in an

effectively propositional format.

— Augment the implementation with possible features and methodologies

from first-order provers.

e Experiment with the resulting system in order to evaluate its applicability
on typical classes of problems. The prior study on encodings from different
application domains should provide an initial test bed for the validation of

the system.

Previous list gives both a general overview and a brief description of individual
research targets. Different steps, however, are not independent nor have to be
completed in a strictly sequential form. Figure 1.1 gives a graphical representation
of a possible distribution of this goals and subgoals across the remaining two
years of my PhD studies. The tasks outlined in the chart also serve to provide an

approximation of the structure that we anticipate will be used in the final thesis.

1.5 Conclusion

We hope that this first chapter has been able to introduce, in a simple and
accessible way, the central problem to be addressed in the proposed research.
The principal aims and objectives have also been outlined, as well as the existing
related work and how the approach we intend to follow fits in this context. Finally
a plan to carry out the research work has been laid down. The following chapter
elaborates into the details of the progress that has been done during the first year

of research, and is focused in the study of propositional satisfiability solving.
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Chapter 2
Satisfiability solving

The problem of propositional satisfiability (SAT) has been recognised as a key
computational task in many fields of computer science. Several applications,
particularly in automated reasoning and artificial intelligence, rely on the imple-
mentation of efficient procedures capable of solving this problem. As the typical
example of an NP-complete problem, SAT also features a central role in the
theories of complexity and computation.

Given a boolean expression built from standard logic connectives, the problem
is to decide if there exists a variable assignment that makes the expression evaluate
to true. In the 1970s, after the famous NP-completeness theorem from Cook
(1971), it was realised that many relevant problems in the field could be restated
in terms of satisfiability. Nowadays an important set of industrial problems,
notably from the domain of electronic design automation (EDA), are tackled by
first translating them into SAT problems.

Propositional satisfiability techniques have been successfully applied to per-
form tasks such as microprocessor verification, automated test pattern genera-
tion, and proving circuit equivalence (Marques Silva and Sakallah, 2000; Stephan
et al., 1996; Velev and Bryan, 2001). Significant results have also been obtained
in the areas of model checking and verification where tools for testing hardware
and software components have been developed (Biere et al., 1999; Chaki et al.,
2003). Applications have also arisen in the domains of planning, scheduling and
logistics (Kautz and Selman, 1992, 1996) encouraging the research in methods to
efficiently solve this problem.

The NP-complete complexity class has been traditionally associated with

problems that are particularly challenging and difficult to solve. As a simplistic

14



2.1. PROBLEM ENCODING 15

but commonly accepted belief, this kind of problems are qualified as intractable in
the general case. Surprisingly enough, as a consequence of a deeper understanding
of the problem and the availability of more powerful computing resources, it has
been possible to develop systems efficient enough to enable the use of satisfiability
solving procedures in industrial settings.

One of the earliest procedures for tautology checking, which is the dual of the
satisfiability problem, is the iterated consensus by Quine (1952). The first SAT
algorithm is often attributed to Davis and Putnam (1960) for their method based
in resolution. This original algorithm, however, suffers from memory explosion
and thus an improved version was proposed two years later by Davis, Logemann,
and Loveland (1962). Using search instead of resolution, the DLL algorithm is

still the basic foundation of many modern satisfiability solvers.

2.1 Problem encoding

A boolean formula is an expression built from a set of boolean variables. For each
assignment of the boolean variables to the values true or false, the expression is
evaluated yielding itself a true or false result. In other words, a boolean formula
represents a function that maps boolean variable assignments into the boolean
space B = {true, false}.

A propositional boolean formula is a boolean formula that only uses the logic
operators for conjunction (and, A), disjunction (or, V) and negation (not, —).
Other operators, such as implication and equivalence, are often added for conve-
nience; but can be easily defined in terms of the operators already introduced.

A literal is either a variable x (a positive literal) or its negation -z (a negative
literal); a negative literal is often denoted as Z. A clause is a disjunction of literals
and a clausal formula is a conjunction of clauses. For simplicity a clausal formula
is sometimes abstracted as a set of clauses, and a clause as a set of literals. A
clause containing a single literal is known as a unit clause, also sometimes referred
as a fact. A clause without any literals at all, the empty clause, is also legitimate
and represents contradiction. We will often say that a boolean formula is in
clausal form or, as more commonly know, in conjunctive normal form (CNF) if
the boolean formula is a clausal formula.

The boolean satisfiability problem (SAT) asks, given a propositional boolean

formula, whether there exists some variable assignment that makes the formula



16 CHAPTER 2. SATISFIABILITY SOLVING

evaluate to true. The boolean formula, which represents an instance of the prob-
lem, is said to be satisfiable if such an assignment, sometimes called a solution,
exists. A formula with no satisfying assignments is said to be unsatisfiable. The
tautology problem is the related problem that asks whether a formula is a tau-
tology, i.e. evaluates to true under all possible assignments. Notice that SAT
and the tautology problem are duals: a formula is a tautology if and only if its
negation is unsatisfiable. Also note that the empty clause is unsatisfiable; while a

trivial clause, containing a complementary pair of literals x and Z, is a tautology.

For formulae in clausal form, the tautology problem can be solved very easily
(a formula is a tautology iff it contains only trivial clauses, which can be checked
in linear time). On the other hand the satisfiability problem of clausal formulae
is still NP-complete (Cook, 1971). As a consequence it is very unlikely to find
an efficient (polynomial) algorithm to convert an arbitrary propositional boolean
formula into an equivalent clausal form representation (since otherwise you could
convert the negation of the formula into clausal form and then solve the easier

tautology problem).

Nevertheless, using a translation due to Tseitin (1968), it is possible to convert
a propositional formula into an equisatisfiable clausal formula; i.e. the translated
formula is satisfiable if and only if the original formula is. The translation is
linear, both in time and in the length of the resulting formula, and is achieved
by introducing new variables to replace nested subformulae. Motivated by this
result, the study of the satisfiability problem and the implementation of solvers

have been traditionally restricted to boolean formulae in clausal form.

The use of a simple and uniform representation for a broad class of problems
provided a favourable working framework where researchers could develop ideas
and implementations. In fact, the design of an effective data structure to store
and operate with formulae in a clausal form representation (Moskewicz et al.,
2001) is one of the crucial elements that allows modern solvers to achieve their

levels of efficiency.

Recently, however, researchers have started to understand the shortcomings
of using such reduced normal forms. Foremost, problems are usually expressed
in a much more natural and concise way in higher level languages: problems in
scheduling and logistics are usually expressed in specialised planning languages
(e.g. PDDL, STRIPS); models for verifying hardware and software systems are
also described in particularly designed languages (e.g. Verilog HDL, SMV); even
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problems at lower electronic design levels involve circuits with a rich set of gates
and components (e.g. xor, bit counts and inequalities) that can, furthermore,
be arbitrarily nested and wired.

When this high level descriptions are translated into clausal forms, a lot of
valuable information from the original problem is lost. Problems arising from real
world applications often have a great amount of structure but, when converted
to a clausal formula, complex relationships between objects and variables of the
problem are just chopped down and hidden into a large set of clauses. More-
over, symmetries that may be explicit in the problem description, and that could
be effectively exploited during the search for a solution, end up diluted in the
translated version.

There had been many efforts to take advantage of the symmetries that are
still present implicitly in clausal encodings. Crawford (1992) provided, by showing
that the symmetry detection problem is equivalent to graph isomorphism, one of
the first important results of symmetry in reasoning. Several techniques have also
been proposed that employ this symmetry information to aid in the search for
solutions (Crawford et al., 1996; Aloul et al., 2002; Sabharwal et al., 2003).

An alternative approach that has been recently explored is to design solvers
that are able to directly handle more descriptive languages (such as circuit en-
codings) where both the symmetries and structure information are available at
first hand (Thiffault et al., 2004; Sabharwal, 2005). While this line of research is
still at early development stages and the systems implemented have not reached
the maturity of modern clausal solvers, the results obtained so far suggest that
important progress can be made by finding adequate languages and encodings to

express the kind of problems that we want to solve.

2.2 Preprocessing

Before applying one of the main algorithms to decide satisfiability, a formula is
often preprocessed in an attempt to simplify it and possibly reduce the search
space that the SAT algorithm will have to explore. The most simple preprocessing
technique is to reduce a formula so that it contains no trivial clauses and that each
variable appears at most once in each clause. It is also possible to immediately
declare a formula as unsatisfiable if it happens to contain the empty clause.

The pure literal rule is another preprocessing step very commonly performed.
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If a variable appears in the formula in only one phase (i.e. always positive or
always negative), then it is possible to give that variable the value that makes
it satisfy all the clauses where it occurs and simply remove those clauses. This
rule was originally proposed by Davis et al. (1962) to be applied in the main
loop of the DLL algorithm, but the cost associated with keeping track of the
required literal counts was found to overcome any gains that the simplification
could provide (see e.g. Mitchell et al., 1992; Mitchell, 2005). One also has to
note that after applying this rule, the resulting formula is no longer equivalent
to the original one. This is particularly important in the context of incremental
SAT solving, where new clauses can be added later to the formula and invalidate

previous applications of this rule.

Also proposed by Davis et al. (1962), and still the main operation during the
actual solving process, is the unit literal rule. This rule can be applied when the
formula contains a clause with a single literal: a unit clause. Since the only way
to satisfy such clause is to set the adequate value to make that literal true, it is
possible to remove all clauses where the literal occurs (which are already satisfied)
and remove every occurrence of its complement (which are set to false and can

not contribute so satisfy any clause).

After an application of the unit literal rule, of course, new unit clauses can be
generated allowing the process to iterate and perform even further simplifications.
This iterated propagation of unit clauses is know as unit propagation and, as
detailed in subsection 2.3.1, is one of the core operations of the DLL algorithm
itself. Another special case that might occur when performing unit propagation
is that an empty clause is produced, this situation is known as a conflict. If a

conflict occurs during the preprocessing stage then the instance is unsatisfiable.

Many other ideas for formula preprocessing have been proposed in the lit-
erature (Lynce and Marques Silva, 2003; Bacchus and Winter, 2004; Brafman,
2004), but only a few of them have actually been successful. One of the principal
challenges, which may seem reasonable, is to achieve a good balance between the
time that is spent in preprocessing and the real benefits provided by the simpli-
fication. But much more puzzling is the fact that shorter and simpler formulae

are not always easier to solve.

Sometimes having redundant clauses (i.e. clauses that follow as a logic conse-
quence of the rest of the formula) can help the main solving algorithm to quickly

discover conflicts and prune the search space. It is not unusual, in fact, to find
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instances that become harder after being treated with a preprocessor. Moreover,
techniques that “enrich” a formula by adding redundant clauses have been some-
times found useful (see e.g. Lynce and Marques Silva, 2003). The most notable
example of the successful application of this idea is clause learning discussed in

subsection 2.3.2.

We do will describe two of the preprocessing techniques that have shown the
most promising results in practise. Bacchus and Winter (2004) propose the use
of a particular form of hyper-resolution to discover binary clauses. From a single
clause (I; V- --VI,) and n—1 binary clauses (pVl;), ..., (pVi,_1), the HypBinRes
rule allows to derive the binary clause (pV1,); note that this is equivalent to n—1

applications of simple resolution.

Binary clauses are important because they encode simple relationships be-
tween pairs of variables, recall that the formula p — ¢ is equivalent to the clause
(pV q). By implicitly computing the transitive closure of the binary implications
it is possible to discover equivalences (i.e. p — ¢ and ¢ — p) or new facts (i.e. if
p — q and p — ¢ then we can derive the unit ¢). In the former, all occurrences
of one of the variables can be replaced by the other; in the later, the new fact

allows the application of unit propagation.

Bacchus and Winter also showed that an efficient implementation of an algo-
rithm to compute the HypBinRes closure of clausal formulae is possible by using
specialised versions of graph traversal algorithms. One of the key observations
made is that HypBinRes can be simulated by asserting each literal in turns and
then applying unit propagation. This follows since if a literal ¢ can be derived
when adding the fact p to a given formula, what we actually prove is that p — ¢

is a logical consequence of the formula.

In a more recent and notably successful approach, Eén and Biere (2005) pro-
posed new preprocessing ideas based on resolution. The effectiveness of these
ideas has been empirically demonstrated in the SATELITE preprocessor which,
in combination with the MINISAT solver (Eén and Sorensson, 2005), won all
three industrial categories of the SAT 2005 competition (Le Berre and Simon,
2005). The preprocessor combines four basic reductions: variable elimination,

subsumption, self-subsumption and definitional subsumption.

The principle of variable elimination dates back to the first algorithm for sat-
isfiability from Davis and Putnam (1960). Given a clausal formula let S, be the

set of clauses that contain the literal x and S; the clauses containing z. It is
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possible to apply pairwise resolution between each clause in S, and S; to obtain
a new set of clauses S’ that can replace all the original clauses containing either
x or T thus effectively removing x from the formula. The original algorithm of
Davis and Putnam iteratively applies variable elimination until all variables are
eliminated. But this was found to cause a dramatic increase in the size of the
formula, requiring an exponential amount of space to solve the problem. How-
ever, when variable elimination is applied in a more limited manner, significant
reductions can be obtained as observed in NiVER (Subbarayan and Pradhan,
2004), where variable elimination is applied only if it produces a reduction in the
number of clauses. It has been observed that, mainly in instances from real world
applications, it can be very effective since the resolution process generates many

trivial or subsumed clauses.

A clause C is said to subsume another Cs, if it is the case that all the
literals in C; also occur in Cy (i.e. C; C C5). The subsumed clause, Cy in
this case, is redundant and can be removed from the formula. Detection of
subsumed clauses may seem very simple, but it is costly enough so that performing
it inside the main loop of a SAT algorithm becomes unfeasible. As a preprocessing
step subsumption can be efficiently computed using a simple signature-based
algorithm (Ramakrishnan et al., 2001). Each clause in the formula is assigned a
signature that abstracts the set of literals that it contains. A hash function maps
literals into some short domain such as 0..63, and then the signature is a 64-bit
number where the bits corresponding to literals in the clause are set to 1. This
allows to perform a quick test to discard many cases where a pair of clauses do
not subsume each other; a complete (expensive) subset test is only required if

one of the signatures is a subset of the other.

Self-subsumption occurs when a clause C almost subsumes another Cs; in
the sense that all the literals in C; except for one, say z, are in Cy and Z also
cures in Cy. Applying resolution between C; and Cy will produce a clause C}
that contains all literals in Cy but z. Now, the clause C} subsumes Cy that
has become redundant. Effectively, one can simply remove the literal £ when
an instance of self-subsumption is detected. The procedure already described to
detect subsumed clauses can be also be used to implement self-subsumption in

an efficient way (Eén and Biere, 2005).

Finally definitional subsumption tries to exploit the fact that many typical

satisfiability instances, particularly those which come from circuit descriptions
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encoded with Tseitin’s translation (1968), contain implicit encodings of primitive
logic gates (and, or). The groups of clauses that define each gate are extracted
using graph methods (Ostrowski et al., 2002); and then the variable that repre-
sents the output of the gate is resolved using variable elimination. Exploiting the
fact that the variable is functionally dependent on the inputs of the gate, some of
the resolved clauses become redundant. This increases the chances that variable
elimination does indeed reduce the total number of clauses in the formula and

can be effectively applied (Eén and Biere, 2005).

2.3 The Davis-Logemann-Loveland algorithm

The credit for designing the first satisfiability algorithm is often attributed to
Davis and Putnam (1960). This algorithm takes as input a clausal formula and
iteratively applies resolution, in the form of variable elimination, until all vari-
ables are removed from the formula. If an empty clause is produced after the
elimination of a variable then the instance is unsatisfiable; otherwise the process
continues until no more clauses remain in the formula in which case it is sat-
isfiable. The problem with this approach is that variable resolution in general
may cause an exponential growth of the formula during the solving process, thus
rendering it unfeasible except for formulae with very few variables.

In order to overcome this difficulty; Davis, Logemann, and Loveland (1962)
proposed an improvement over the previous algorithm that replaces the resolu-
tion steps for search. In its most simple presentation it takes the form of a depth
first search backtracking algorithm over the space of variable assignments. On
each step a variable in the formula is selected and assigned a value; the formula
is simplified using this value and if it turns to be satisfiable —invoking the same
procedure recursively— a solution is found and the algorithm terminates; other-
wise the other possible value for that variable is tried in another recursive call; if
both attempts fail then the formula is unsatisfiable.

Algorithm 2.1 outlines this procedure, which is commonly referred as the DLL
algorithm. The symbol F'|z is used to denote the loose expression: the formula F’
after being simplified by adding the fact . We will describe in a moment some
possible realisations of this required simplification. Also note that the algorithm
has to decide on which variable to branch at each recursive step, this is the matter

of discussion in subsection 2.3.4. The number of decisions required to solve an
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instance of the SAT problem is usually taken as a measure of the search space

explored by the algorithm.

Algorithm 2.1 The Davis-Logemann-Loveland algorithm
procedure DLL(F)
if F' contains no clauses return “Satisfiable”
if F' contains an empty clause return “Unsatisfiable”
pick a variable x occurring in F > decision
if DLL(F|z) returns “Satisfiable” then
return “Satisfiable”
else
return DLL(F|z)
end if
end procedure

The search tree for an execution of the DLL algorithm has a node for each call
to the procedure, and edges from each node to the two nodes representing the
performed recursive calls. The decision level of a node corresponds to its depth
in the tree. Although it may seem that the algorithm is almost, but not quite,
entirely unlike resolution; it turns out that the execution tree implicitly describes
a resolution-style proof when the formula is unsatisfiable (see e.g. Beame et al.,
2004). Moreover, by taking advantage of this feature, it is possible to develop
systems that are able of generating proof certificates that can, in turn, be verified
by independent proof checkers (Zhang and Malik, 2003).

In the original description of Davis et al. (1962), it is suggested to apply
the unit literal and pure literal rules to simplify the formula at each node of
the execution. However, the costs associated with keeping track of the required
information to detect pure literals were found to overcome any benefits provided
by the simplification. In fact, the use of clever decision heuristics often diminishes
the effectiveness of applying this rule.

Over the years, many other simplification and reasoning techniques have been
proposed (van Gelder, 2001; Bacchus, 2002; Li, 2003; Heule and van Maaren,
2005). And although some of this approaches have been successfully applied in
particular domains, the leading SAT solvers are still those who generally perform
unit propagation only. Elaborated reasoning methods can dramatically reduce
the total search space explored, but modern implementation techniques —the
matter of subsection 2.3.1— allow to very quickly apply unit propagation and

outperform systems equipped with more powerful reasoning tools. These findings
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suggest two important lessons: first, that efficient implementations should be
based on cheap and easy to maintain methods; but, second, that the application
of more expensive reasoning at appropriate times (e.g. close to the beginning of

the search) can favourably reduce the required search space to explore.

2.3.1 Unit propagation

By profiling competitive SAT solvers it was observed that about 90% of the run
time is spent in unit propagation (Moskewicz et al., 2001). One of the most
significant advances in the theory and applications of satisfiability was to realise
this fact and propose specialised algorithms to efficiently perform this operation.
A key point to observe is that a suitable technique should not only allow to
simplify the formula, but also provide efficient means to ‘undo’ the simplification
when the algorithm backtracks and removes some decisions.

To restate the problem in consideration, when a unit clause (z) is found in the
formula —either added as a decision of the algorithm, or implied as a consequence
of unit propagation itself— we have to remove: all clauses where the literal x
occurs, and all occurrences of Z in other clauses. The procedure should detect
when new unit clauses are produced and iterate; or immediately stop and report
a conflict if an empty clause is generated. In literature this method is sometimes
referred as boolean constraint propagation (BCP).

Early implementations (Crawford and Auton, 1993) kept counters indicating
the number of unassigned literals remaining in each clause and, for each literal,
the list of clauses where it occurs. When a literal is set or unset, all the counters
of clauses containing the literal (or its negation) are updated accordingly (clauses
that become satisfied are assigned a special undefined value and ignored). When
the counter of a clause reaches 1, the algorithm searches for the unassigned literal
and adds it to a queue of literals still to propagate. When a counter reaches 0,
a conflict is detected and the procedure stops. This counter based approach is
very simple to understand and implement; but it becomes extremely inefficient,
particularly for large formulae, to visit all clauses in order to keep the values of
the counters correct.

Zhang and Stickel (1996) were the first to observe that it was unnecessary to
visit all clauses when trying to detect unary clauses. If a clause has more than
two unassigned literals then a single application of the unit rule will not produce

a new unit clause. In their implementation they keep a pointer to the first and the
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last unassigned literals of each clause. When both pointers coincide, a unit literal
is detected. This technique improves from the previous one since a clause has
to be visited only when one of its boundary literals gets (un)assigned. Satisfied
clauses are not removed, but lazily detected when performing propagations (i.e.
when a boundary literal hits a literal already assigned true).

Moskewicz et al. (2001) improve even further on this idea by noticing that it
is not even necessary to maintain an order between the pointers keeping track of
the two unassigned literals. The two watched literal scheme simply maintains the
property that two different unassigned literals are watched on each clause. When
a watched literal gets assigned to false, the pointer simply moves freely looking for
another unassigned literal to watch; if none is found a new unit clause is detected.
The improvement comes from the fact that, upon backtracking, nothing has to
be done! The property that the two watched literals are unassigned is already
satisfied. Algorithm 2.2 presents in little more detail the procedure to find a new
watch when the literal x gets assigned to false. Again, satisfied clauses are not

removed but lazily detected and ignored.

Algorithm 2.2 Find new literal to watch
procedure FINDNEWWATCH(z)
for each literal y in the clause, y # = do
if y is set to true then
return > do nothing, satisfied clause
else if y is watched then
w—y > w is the other watched literal
else if y is unassigned then
move watch from z to y > found a new literal to watch
return
end if
end for
add w to the queue for unit propagation > unit clause detected
> if w is already in the queue, this detects a conflict

end procedure

2.3.2 Clause learning

It the last ten years there were two major breakthroughs that enabled systems
to go from solving problems with few hundreds of variables to tens of thousands.

One of those breakthroughs is the two watched literal scheme, the other is clause
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learning. The idea originally emerged in the area of constraint satisfaction (see
e.g. Kumar, 1992) and was first introduced into the context of satisfiability by Ba-
yardo and Schrag (1996) in REL_SAT, and by Marques Silva and Sakallah (1996a)
in GRASP. Clause learning also enables what has been called in literature as
conflict directed backjumping, intelligent or non-chronological backtracking.'

The basic idea is fairly simple. At each step of the DLL algorithm a literal
is set to true, i.e. decided, and the consequences of this decision are propagated.
The process iterates until a conflict is found. At this point one may collect the
set of decision literals, say {xi,..., 24}, that were responsible for generating the
empty clause (note that the last decision literal, say x4, must be in that set). Now
we know that one of those decisions was wrong or, in other words, that a solution
should also satisfy the clause (Z; V- --V Z4). Such clause, called a conflict clause,
can be added to the formula (‘learnt’) in order to avoid performing a similar
search again that will finish in the same conflict.

It might be the case, moreover, that recent decisions (except from x4 of course)
did not participate in the generation of this conflict. In that case we can directly
jump to the last relevant decision level and assert Z, (now as an implied fact, not a
decision) while pruning a large part of the search space. In order to accommodate
for this facilities the original DLL algorithm has to be modified, Algorithm 2.3
shows a common formulation that forms the basis of most modern solvers.

The algorithm is more easily described (and implemented!) in an iterative
rather that recursive form. As in the original DLL an unassigned literal is selected
and the consequences of assigning it to true are consequences computed using
UNITPROPAGATE (note however that additional reasoning, and not exclusively
unit propagation, may be included at this point). If no conflict occurs then the
algorithm continues performing more decisions and adding their implications.
When a conflict occurs a special procedure, called conflict analysis, is invoked to
derive a conflict clause. Such clause must contain the negation of: exactly one
literal from the current decision level, known as the asserting literal, and zero or
more literals from previous levels. The the second highest decision level in the
clause (or 0 if the clause contains only one literal) is the asserting level of the
clause. One can backtrack to this level (where the conflict clause becomes unit),

learn the conflict clause, assert the new literal and continue propagation.

Example 1. An example (taken from Nieuwenhuis et al., 2005) serves to clarify

! And many other combinations of the same sort of expressions.
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Algorithm 2.3 Conflict directed backjumping

procedure CBJ
level <— 0
while there are unassigned literals do

level «— level + 1

pick an unassigned literal x > decision
add z to the queue for unit propagation
while UNITPROPAGATE returns “Conflict” do > deduction

if level = 0 return “Unsatisfiable”
C < derived conflict clause

Yy «— asserting literal in C

level <+ level where y is asserted

undo assignments and decisions until level

add the clause C to the formula

add y to the queue for unit propagation

end while

end while
return “Satisfiable”
end procedure

> conflict analysis

> backjumping

these ideas and introduce the computation of conflict clauses. To improve read-

ability variables are denoted by natural numbers and decision literals are written

in bold. Literals that can be removed as a consequence of the current assignment

are cancelled, and the reason of each implied literal is underlined.

1
2
3
4:
5:
6
7
8

1v2, 3Vv4, 5V6, 6V5V2
IVv2 3v4 5V6, 6V5V?2
Iv2 3v4, 5V6 6V5VYE
Iv2, Av4, 5V6, 6V5VZ
Iv2, Av4, 5V6, 6V5VY7

Iv2, Av4, 3V6, 6VEVYZ
Iv2, 3v4, V6, 6ViV7
Iv2, 3Vv4, 5V6, 6V5VZ, IV5

1

1,2

1,2,3

1,2,3.4
1,2,3,4,5
1,2,3,4,5.6
1,2,3,4,5,6,6 (!)
1,2,5

The reason for an implied literal, also called its antecedent, is the clause that

became unit and justified its addition to the current assignment. Decision literals

have no reasons, since they are arbitrarily assigned by the algorithm. The exe-

cution proceeds by simple decision and propagation of literals until step 7 when,

since both literals 6 and 6 have been implied, a conflict is detected. In this simple

example one can easily observe that the assignment of the decision literal 3 has
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no relevance to the conflict, and thus a valid conflict clause is (1 V 5). A bit
more formally one can derive this formula by a sequence of resolution operations

between the antecedents of the conflicting literals:

(5V6)®(6V5V2)

«—

This conflict clause has the asserting literal 5, which is asserted at level 1 (i.e. it
only depends on decisions made up to that level). The algorithm would continue
by adding the conflict clause to the formula (shown in step 8) and propagate
the literal just asserted. Also note that this literal does have an antecedent, the
conflict clause, that could be needed later in the search to compute more conflict

clauses.

Observe that, in the previous example, the clause (5V2) could also be used as
a valid conflict clause. In fact, the only requirement for a conflict clause is that it
should contain exactly one literal from the current decision level. Algorithm 2.4
shows the description of a very general procedure to compute conflict clauses.

The symbol A, is used to denote the antecedent of a literal z.

Algorithm 2.4 Conflict analysis
procedure CONFLICTANALYSIS(z, T)
C—A, @Az
while stop criterion not met do
pick an implied literal w in C
C—Co® A
add the clause C' to the formula > this step is optional
end while
Yy «— literal from current level in C'
level «— max {level(z) |z € C\ {y}}
return C, y, level
end procedure

A number of learning schemes have been proposed in the literature being
supported by several different intuitions (Marques Silva and Sakallah, 1996b;
Bayardo and Schrag, 1997; Zhang et al., 2001). The work of Zhang et al., in
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Table 2.1: Conflict analysis schemes found in literature

Scheme selects literals in until

First UIP current level first UIP found.

2nd UIP two highest levels  first UIP of each level found.
3rd  UIP three highest levels first UIP of each level found.

All UIP all decision levels first UIP of each level found.
Last UIP current level last UIP (decision variable) found.
Decision  all decision levels only decision literals remain.

particular, provides an experimental comparison of various learning schemes. The
proposed variations usually differ on the strategy to pick literals to resolve, the
particular stop criterion enforced and the number of intermediate clauses that
are added to the formula.

An important concept in the design of conflict analysis schemes is the unique
implication point (UIP). During the process described in Algorithm 2.4, a clause
is said to have an UIP at level [ if there is exactly one literal in the clause from
that decision level. Note that the sole requirement for a conflict clause to allow
backjumping is to have an UIP from the current decision level. The simplest
conflict analysis strategy, known as First UIP, is to resolve literals from the
current level and stop as soon as the first UIP is found. Other possible strategies,
which were considered by Zhang et al. (2001), are listed in Table 2.1; Last UIP is
sometimes referred as the REL_SAT scheme since it was originally proposed and
implemented by Bayardo and Schrag (1997) in the REL_SAT solver.

Another proposed idea was to actually find the shortest possible conflict clause
from the chain of implications, this turns out to be equivalent to the vertex min-
cut problem in graphs. Finally GRASP employs a technique similar to First
UIP, but where each intermediate clause in the resolution process is added to
the formula (the optional step in Algorithm 2.4). The experimental study of
Zhang et al. (2001) found First UIP to be the best learning strategy from those
examined, although no convincing reason or explanation for that has been given.

In his master’s thesis, Ryan (2004) observes that it is inappropriate to justify
the superiority of First UIP just because it is easier to compute. Even the cost
of All UIP is negligible compared to other operations such as unit propagation.

Moreover, in his own experiments and implementation, First UIP consistently
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allows the solver to explore a much reduced search space compared to other
approaches. He suggests a possible correlation between the average number of
resolution steps required to derive conflict clauses (of which First UIP performs
the fewer) and the overall solver performance. He also indicates that sometimes
adding a few intermediate clauses is beneficial, but why and when this technique
works is still largely unclear.

Another key observation from Ryan (2004) is that the implementation details
of unit propagation and clause learning are very relevant to the actual perfor-
mance of each other. In particular different implementations of unit propagation
may select different antecedents for implied literals, resulting in different learnt
clauses and, ultimately, in completely different search behaviours. Implementa-
tions engineered to increase the chances of finding of short antecedents, may also
induce the generation of shorter and more useful conflict clauses.

Recently a further improvement for conflict analysis has been proposed by
Eén and Sorensson (2005) applying the self-subsumption rule, already described
in section 2.2, to further simplify conflict clauses. This technique, called conflict
clause minimisation, essentially checks if some of the literals in the conflict clause
can be eliminated by applying self-subsumption with the implicants involved in
the resolution process. The success of this idea has been empirically demonstrated
in MINISATat the SAT 2005 competition (Le Berre and Simon, 2005).

2.3.3 Clause database management

Clause learning is a crucial element in modern satisfiability solving that allows
systems to prune vast regions of search space. However, by adding a clause to
the formula each time a conflict is reached, and since the number of conflicts
to solve an instance can be exponentially large in the worst case, the memory
requirements grow exponentially while the search proceeds. Unless some clauses
are eventually deleted, as the cost of unit propagation depends directly on the size
of the formula, the raw performance of the algorithm will also quickly degrade.

We end up in a situation where the satisfiability problem also becomes a
database management problem. Clauses have to be efficiently stored in memory
allowing fast access to the literals in them. Moreover, since clauses are added
and deleted on the fly, tasks such as garbage collection and explicit formula
simplification need to be periodically performed.

A number of deletion policies have been proposed and implemented: in GRASP
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(Marques Silva and Sakallah, 1996a) large clauses are deleted as soon as they are
not required to justify the current assignment; in CHAFF (Moskewicz et al., 2001)
conflict clauses that, upon backtracking, get about 100-200 unassigned literals
are deleted; SIEGE (Ryan, 2004) augments the same technique by periodically
removing a random selection of clauses; BERKMIN (Goldberg and Novikov, 2002)
deletes a fraction of clauses that are either too old or too large, and have not
participated actively in recent conflicts.

For the actual storage of the clause database, early implementations used
pointer heavy structures such as linked lists which allowed to efficiently perform
some database operations but were not very memory efficient. Most modern
solvers store the clause database in a large array with clauses delimited by sen-
tient values, this is not always a very flexible data structure but significantly
reduces the memory requirements. The use of a contiguous area of memory also
allows a more efficient utilisation of the processors’ cache (Zhang and Malik, 2002;
Mitchell, 2005).

Ryan (2004) goes even further by using only 21 bits to represent each literal
so that three of them —rather than two with the usual 32 bits— can be accom-
modated in a 64-bit word. This, however, imposes a limitation on the number
of variables that the solver can handle and might become a significant limitation
for industrial applications.

Another important observation from Pilarski and Hu (2002) is that problem
instances, particularly those arising from electronic design, can contain a large
number of binary clauses. The use of a procedure such as the two watched literal
scheme to perform unit propagation on those clauses is evidently an overkill.
Following the same argument, Ryan (2004) proposes the use of specialised data

structures to administer clauses of length two and three.

2.3.4 Decision heuristics

The Davis-Logemann-Loveland procedure, depicted in Algorithm 2.1, is nonde-
terministic in the sense that at each decision point it does not specify which literal
to choose. Any choice strategy will work and produce the correct result, but since
the early days of satisfiability testing it was realised that different choice strate-
gies do lead to very different sizes of spaces to search. Thus the design of effective
decision heuristics is crucial to achieve high levels of performance in a solver.
Most of the first heuristics (Jeroslow and Wang, 1990; Freeman, 1995) were
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focused on trying to select the literal that will produce greater simplification
after unit propagation is applied. Several criterion were proposed to ‘measure’
the amount of simplification using literal counts and other statistics of the clauses
in the formula. This kind of heuristics have, however, two main drawbacks: first
they are expensive to compute and maintain (e.g. updating literal counts as
variables at decision and backtracking) and second it seems that, through these
syntactical statistics, it is not always possible to capture the ‘real structure’ of
the problem that is being tried to solve. Moreover, in a comparative study from
Marques Silva (1999) in the context of the first clause learning algorithms, it was
found that simply selecting a literal at random could in many cases be as good
as the other heuristics proposed so far.

Another strategy, also presented originally by Freeman (1995), is to perform
the propagation of each literal and then choose the literal that effectively pro-
duced the greatest simplification of the formula. This technique, usually known
as lookahead, has been implemented in SATZ (Li and Anbulagan, 1997) and more
recently in MARCH_EQ (Heule et al., 2005) sometimes combined with other heuris-
tics to avoid performing propagation on all literals. Although very effective on a
few classes of structured and random problems, lookahead is often too expensive
and the reductions in search space do not always compensate its cost.

After clause learning was introduced, Moskewicz et al. (2001) were the first
authors to propose a heuristic that directly takes into account the information
gained in the search space that has been already explored. They also argued that
an effective decision strategy, since its required at each node of the search tree,
should be inexpensive to compute. The heuristic named variable state indepen-
dent decaying sum (VSIDS) can be easily incorporated into the clause learning

framework, Algorithm 2.3, as follows:

e A counter, initialised to zero, is assigned to each literal.
e At each conflict, increment the counters of literals in the conflict clause.

e Periodically, divide all counters by a constant.

When a decision has to be made, the literal with the highest counter is selected.
Since counters have to be updated when a conflict occurs, the strategy has very
low overhead.

Some variations of the strategy have been proposed, such as initialising coun-

ters with literal counts and using combined scores (e.g. of  and Z) when making
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a decision. However a significant improvement was observed after a suggestion
from Goldberg and Novikov (2002), implemented in BERKMIN, that involves in-
crementing the counters not only of literals in the conflict clause, but also from
all the clauses involved in the conflict analysis. The intuition is that this focuses
even more the search in trying to solve recently generated conflicts. In particular,
it was found useful to restrict the next decision to the literals in the most recent
unsatisfied conflict clause.

Variable move to front (VMTF) is another strategy, proposed by Ryan (2004)
in the SIEGE solver, that maintains a list of variables originally sorted according
to their number of occurrences in the formula. Each time a conflict occurs,
counters are incremented as in BERKMIN and a random selection of variables
from the conflict clause are moved to the front of the list. For decisions, the first
unassigned variable from the list is selected, using the counters to decide which
value to assign it first. One of the most important qualities of this approach is
that it is extremely cheap to compute, since it avoids sorting scores to find the

highest one, and has also been found very competitive in practise.

2.3.5 Restarts

A common phenomenon observed while performing experiments and benchmark-
ing satisfiability solvers is that they suffer from great variability on running times.
Sometimes even a small change in the variable order for decision making could
signify a change from solving a problem in hours instead of a few seconds. Gomes
et al. (1997) proposed an explanation based on heavy-tailed distributions. In a
few words many problems can be usually solved within a reasonable amount of
time, but the probability of sometimes requiring an extraordinarily large amount
of time is not negligible.

In order to eliminate this undesired behaviour, the authors proposed to add
some randomisation to the methods (e.g. in decision making) and restart the
search frequently, with the hope to find one of the short solutions for the problem.
This idea was effectively integrated later into CHAFF (Moskewicz et al., 2001),
BERKMIN (Goldberg and Novikov, 2002) and most other modern solvers.

The actual details depend on the implementation, but it is important to
note that clause learning solvers keep most/some of their learnt clauses between
restarts. So that the previous search effort is not lost, while allowing the solver

to escape from deep conflicts and start afresh searching into another space.
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Another important detail to note is that when restarts and clause deletion
are used together, the completeness of the algorithm is lost. There is nothing
to warrant that the solver won’t keep learning and forgetting the same set of
clauses forever. On some solvers completeness is retained by making restarts less
frequently, or by keeping more and more clauses between restarts. The advantages
of doing this are not clear, since in practise solvers won’t run enough time to
appreciate any difference.

As a concluding remark, restarts do not usually provide great speed gains or
increased search efficiency. But they do provide robustness to the solver, making
them capable of solving broader classes of instances compared to the same solver

without restarts.

2.4 Stochastic local search

The use of local search and other approximate methods to solve computation-
ally hard problems, can be traced back to algorithms for solving the travelling
salesman problem (Lin, 1965). After having some success in the constraint sat-
isfaction community (Minton et al., 1990) these ideas were later imported into
satisfiability independently in the works of Selman et al. (1992) and Gu (1992).

The early ideas were fairly simple, and the authors of these first works were
themselves astonished by their relative good performance. An initial variable
assignment is built by assigning truth values to each variable at random. The
procedure then counts the number of unsatisfied clauses and looks for a variable
that when flipped, i.e. changed from true to false or vice versa, provides the
highest decrease of unsatisfied clauses. Such variable is flipped and the process
iterates. If at some point the number of unsatisfied clauses reduces to zero, then
a solution for the problem has been found.

This simple procedure has many visible inconveniences. The search can, for
example, easily get stuck into some local minima and never find a solution. To
overcome this the procedure can be periodically restarted with different random
assignments with the hope of eventually finding a solution. More significantly,
since the algorithm has no memory about the search space already explored, it
can not provide any warranty of finding a solution if one exists; and it is entirely
unable of proving unsatisfiability. This kind of algorithms are therefore called

incomplete.
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In certain applications, notably the case of planning, this might not be a
strong issue; since problems are likely to have solutions and the main concern is
to find any of them. Moreover, since these simple ideas seemed to outperform
complete methods in finding satisfying assignments, a great amount of research

was spent on truly understanding them.

Algorithm 2.5 Stochastic local search algorithm
procedure SLS(F)
repeat MazTries times
A « random truth assignment
if A satisfies F' return “Satisfiable”
repeat MazFlips times
pick a variable x in F > choose candidate
flip the value of x in A
if A satisfies F’ return “Satisfiable”
end repeat
end repeat
return “Don’t know”
end procedure

Algorithm 2.5 depicts the common structure of a stochastic local search sat-
isfiability solver. Few research has been done into how to efficiently implement
the mechanics involved in this procedure (but see e.g. Fukunaga, 2005). Most of
the focus has been placed in designing and evaluating good heuristics that can
be used to choose the variable to flip. Some of the most popular and successful
approaches are presented in Algorithms 2.6 and 2.7. The following statistics are
used in some of those algorithms: Score[z] is the number of remaining unsatisfied
clauses if z is flipped; BreakCount|z] is the number of satisfied clauses that will
become unsatisfied if x is flipped; and TimeStamp|z] is the iteration step at which
the variable x was last flipped.

Selman et al. (1994) evaluated many of the early heuristics and proposed the
original WALKSAT approach, sometimes called the SKC variant after its authors,
though it was not completely described in that early paper (presumably the first
available description of the heuristic was the source code of the program itself).
Significant improvements were obtained by McAllester et al. (1997) in NOVELTY.
Strangely enough, NOVELTY was found to suffer from stagnation problems. Hoos
(1999) found a theoretical explanation for such behaviour, by introducing the

probabilistically approzimately completeness (PAC), and showed that NOVELTY
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Algorithm 2.6 Heuristics to choose candidate in local search (Part 1)
procedure GSAT > Selman et al. (1992)
Best « set of variables that minimise Score
pick a variable in Best at random
end procedure

procedure GWSAT > Selman et al. (1994)
with probability p do
Best <« set of variables occurring in unsatisfied clauses
otherwise
Best « set of variables that minimise Score
end with
pick a variable in Best at random
end procedure

procedure WSAT > Selman et al. (1994)
choose an unsatisfied clause C' at random
pick a variable in C' at random.

end procedure

procedure WALKSAT/SKC > Selman et al. (1994)
choose an unsatisfied clause C' at random
Best < set of variables in C' that minimise BreakCount
if BreakCount of variables in Best is zero then
pick a variable in Best at random.
else
with probability p do
pick a variable in Best at random
otherwise
pick a variable in C' at random
end with
end if
end procedure
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Algorithm 2.7 Heuristics to choose candidate in local search (Part 2)

procedure NOVELTY > McAllester et al. (1997)
choose an unsatisfied clause C' at random
sort the list of variables in C' by Score, break ties with TimeStamp
Bestl < first variable in the sorted list
Best2 « second variable in the sorted list
Young <+ variable in C' with lower TimeStamp
if Bestl # Young then
pick Bestl
else
with probability p do
pick Bestl
otherwise
pick Best2
end with
end if

end procedure

procedure NOVELTY ™ > Hoos (1999)
choose an unsatisfied clause C' at random
with probability wp do
pick a variable in C' at random
otherwise
continue using NOVELTY strateqy . . .
end with
end procedure
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didn’t have such property. Through a very simple fix, just by adding random
steps with some low probability, the PAC property is restored and the stagnation
problem solved. This is the base of the NOVELTY™ heuristic.

Note that common to most of this strategies is the use of a parameter that
allows to ‘tune’ the amount of noise introduced in the search. It was observed,
however, that there is no optimal tunning parameter; different families and classes
of problems were better solved with different parameter settings. This lead Hoos
(2002) into the idea of ADAPTIVE NOVELTY™, an algorithm where those tun-
ning parameters are set and modified on the fly as the search proceeds. When
the search has been successfully reducing the number of unsatisfied clauses, the
parameters are tunned for more greediness; in the other case, if no improvement
has been found for a number of steps, more noise is introduced allowing the search
to escape from local minima.

A final remark has to be made on the work of Tompkins and Hoos (2004).
What they have provided is a clean and extensible implementation of a general
stochastic local search solver. Together with particular instantiations of most of
the local search procedures ever published in literature, this project has served as
a solid framework for comparative experimentation between different approaches

and the rapid evaluation of new ideas.
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Paper 1

Generation of hard non-clausal random

satisfiability problems

Synopsis

While doing research into the new approaches for designing non-clausal satisfiabil-
ity solvers, we identified that most researchers were having difficulties for finding
benchmarks that will actually enable them to evaluate their systems. Most of
the instances and problems available from public repositories for the satisfiability
research community had been already translated into clausal forms, thus greatly
reducing their potential value for this new solving techniques.

At the same time we were interested by studying and analysing what makes a
satisfiability problem hard. By examining a previous random model for generating
formulae, particularly recognised for being able to produce hard clausal formulae,
we realised how a generalisation into non-clausal formulae was possible. This work
presents the results of a series of experiments with this new model where familiar
phenomena and difficulty patterns were found. The research also provides a
few insights into how clausal form translations affect the performance of solving
procedures. We conclude expecting that the proposed ideas will be useful for
developers of non-clausal solvers to evaluate their systems.

This full version of the paper was presented at the National Conference on
Artificial Intelligence (AAAI-05) in Pittsburgh, Pennsylvania; and a shorter ab-
stract at the Workshop on Automated Reasoning (ARW-05) in Edinburgh.
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Abstract

We present the results from experiments with a new family of random for-
mulae for the satisfiability problem. Our proposal is a generalisation of the
random k-SAT model that introduces non-clausal formulae and exhibits in-
teresting features such as experimentally observed sharp phase transition
and the easy-hard-easy pattern. The experimental results provide some
insights on how the use of different clausal translations can affect the per-
formance of satisfiability solving algorithms. We also expect our model to
provide diverse and challenging benchmarks for developers of SAT proce-

dures for non-clausal formulae.

1 Introduction

The problem of propositional satisfiability (SAT), that is to decide whether there
is a satisfying truth assignment for a given propositional formula, is very inter-
esting both from theoretical and practical viewpoints. As the prime NP-complete
problem it plays a fundamental role in complexity and computation theory. The
feasibility of many applications, especially in artificial intelligence, relies on the
existence of efficient procedures for solving this problem.

Randomly generated formulae have often been used as benchmarks to evaluate
the performance of satisfiability solving procedures. It is important, as already
pointed out (Mitchell et al., 1992; Mitchell and Levesque, 1996), to have a clear

understanding of the properties of such formulae and avoid incorrect conclusions
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from deceiving experimental results. An algorithm may quickly solve several
thousands of problems not because it is clever or effective but, unfortunately,
because of a poor sampling mechanism that has a tendency to produce easy

problems.

A model that has been recognised as being able to produce challenging bench-
marks for the satisfiability problem is random k-SAT. Formulae are produced by
randomly selecting clauses of length k built from a set with a given number of
variables. For one parameter of the model, namely the ratio between the number
of clauses and the number of variables, an interesting pattern has been observed:
the sets of generated formulae exhibit a sharp transition between almost all being
satisfiable to almost none. Moreover, problems generated near this critical region
are hard to solve for all existing systems, while problems far from it are either
easy or only moderately hard. Researchers have shown a lot of interest in the
study of random k-SAT and related problems (such as determining bounds for
the critical region) and, at the same time, hard random 3-SAT formulae became

a standard benchmark for testing satisfiability procedures.

The results of the SAT Competition (Le Berre and Simon, 2004), where new
and state-of-the-art solvers are tested against several benchmarks, have shown
that the best solvers on random 3-SAT are not necessarily the most effective on
real life applications and vice versa. One of the possible explanations is that such
random formulae, which are just large sets of short and independent clauses, are

unable to simulate problems with some kind of structure.

In this paper, we present a generalisation of the random k-SAT model that
can be used to produce test formulae with non-trivial structure. Our proposed
fixed shape model, which is based on the idea of introducing non-clausal formulae,
has several interesting features. First it produces a family of instances controlled
by a number of parameters, allowing to evaluate solvers under different settings
including critical conditions. Examples from real life applications usually do not
allow this amount of control. At the same time, our proposed model produces
instances with some level of structure. This makes our model interesting to
evaluate solving techniques that try to exploit such structure information. We
would like to note that our main motivation is not to produce ‘harder’ problems,
but to make available non-clausal instances that could help to provide evaluation,
benchmark and test problems for emerging non-clausal solvers that are currently

under development.
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The main purpose of this paper is to experimentally study the probability dis-
tribution of the formulae generated according to the proposed model. Character-
istic features such as sharp phase transition and the existence of hard problems in
a critical region are observed. We also perform some experiments to compare the
performance of different state-of-the-art solvers in combination with two clausal
form translations. We address the question of how the choice of a translation af-
fects the properties of the generated problems and the performance of the solvers
when trying to solve them. Our results point out that no translation can be found

better than the other, and more research in this direction is needed.

2 Preliminaries

As usual, formulae are built from variables and propositional logic connectives.
A literal is either a variable or its negation. Given a set of variables X we use T
to denote the set of literals that can be built using the variables in . A clause
is a disjunction of literals. A conjunction of clauses, sometimes represented by a
set of clauses, is a formula in conjunctive normal form (CNF). We use the term
non-clausal to emphasise that we are using arbitrary propositional formulae, not
necessarily in CNF. A propositional formula is in negation normal form (NNF)
if it consists only of nested conjunctions and disjunctions of literals, i.e. the
negation connective only appears in front of variables.

A truth assignment is a function that maps the set of variables into the boolean
values {true, false}. An arbitrary formula can be evaluated under a truth assign-
ment following the standard rules of propositional calculus. A formula is said to
be satisfiable if there is at least one truth assignment that evaluates the formula
to true, and unsatisfiable otherwise. A satisfying truth assignment is sometimes
called a solution.

A complete SAT procedure is one that takes a formula as input and always
terminates returning either ‘yes’ or ‘no’ as answer to whether the formula is
satisfiable or not. One of the most widely used complete SAT procedures is
DLL due to Davis, Logemann, and Loveland (1962). The procedure performs a
backtracking depth-first search in the space of truth assignments, and is usually
augmented with several heuristics (unit propagation, learning). The number of
branches or decisions that the procedure needs to perform in order to solve a

problem is usually taken as an indicator of the difficulty of the problem.
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On the other hand, an incomplete SAT procedure is one that answers ‘yes’,
when a solution is found, or ‘don’t know’, when the search has run long enough
without finding any solution. Such procedures are usually based in stochastic
local search methods that, starting with an arbitrary truth assignment, iterate
selecting a variable to flip it’s value trying to get closer to a solution. Since the
algorithm does not keep track of the assignments already tried it is not guaranteed
to find a solution, nor it is able to determine unsatisfiability. Currently the most

successful implementations are variants of the WalkSAT algorithm (Selman et al.,
1994).

3 The fixed clause-length model

In this section we present the fixed clause-length model, also known in literature
as random k-SAT, that generates random CNF formulae. This model has three
parameters: the number of variables n, the number of clauses m and the length
k of the clauses to be produced. The parameter » = m/n, the ratio of clauses to

variables, is often used instead of m.

A formula is generated by selecting clauses uniformly at random from the set
of all clauses of length k. Slight variations of the model can be found depending
on whether trivial clauses (with complementary or repeated literals) are allowed
or not. This, however, does not seem to affect the general behaviour of the dis-
tribution. In extensive research on random k-SAT (Mitchell et al., 1992; Mitchell
and Levesque, 1996; Cook and Mitchell, 1997) two main features are frequently

pointed out:

Sharp Phase Transition: For each k and n, the probability of a generated
formula of being satisfiable changes, as the value of r increases, from almost 1
to almost 0 in a very narrow region. Moreover, as the value of n increases, the
transition seems to take place in a narrower area around some crossover point
r*. Friedgut (1999) was able to show that, indeed, the size of the critical region
shrinks as n increases. His theoretical result, however, does not give any clues
about the value of 7*, or even if such a value should actually exist. For random 3-
SAT, experimental evidence suggests a value near 4.25. Bounds for the crossover
region are also known: 3.52 < r* < 4.506 (Kaporis et al., 2003; Dubois et al.,
2000).
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The Easy-Hard-Easy Pattern: The difficulty of the generated problems (usu-
ally measured as the number of branches explored by a DLL-based algorithm)
exhibits a pattern that goes from very easy, for small values of r, to very hard,
when r enters the phase transition, to easy (or moderately hard) when r becomes
large. This phenomena is usually explained by the fact that, for low values of
r, a formula with few clauses is under-constrained and very easy to satisfy. On
the other hand, for large r, the formula is over-constrained and a complete SAT
procedure can quickly find contradictions to finish the search. The hardest prob-
lems appear in the transition region where there are just enough clauses to make
the problem potentially unsatisfiable, but not too many to make it easy for a
solver to determine. The difficulty of a particular distribution of formulae clearly
depends on the procedure used to solve it, but several authors have conjectured
that this general pattern will hold for any reasonable complete method (Cook
and Mitchell, 1997).

4 The fixed shape model

Our proposed model is closely related to the fixed clause-length model intro-
duced in the previous section. We follow the same idea to go from under- to
over-constrained areas but, instead of clauses of a fixed length, we use formulae

generated according to a particular fixed shape.

Definition 1. A shape is a propositional formula S such that (i) S is built
using the conjunction and disjunction connectives only; and (ii) every variable
appearing in S has exactly one occurrence in it. A X-instance of a shape is any
formula obtained by replacing every variable in the shape by a literal from the
set . A randomly generated Y-instance of a shape S, is a formula obtained
by independently and uniformly choosing literals from the set T to replace each

variable occurring in S.

In the sequel we assume that ¥ is clear from the context and simply use the
term instances instead of X-instances. The formula (v; A v2) V v3 is an example
of a shape. Two {z1, s, x3, z4}-instances of this shape are (—x3 A z3) V —14
and (—x4 A z3) V 24. Let us introduce a special kind of shape, called balanced
conjunctive-disjunctive shapes; informally these are balanced trees of alternating

conjunctions and disjunctions.
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The shape (2,2,2)

Sample instances:

((‘\.133 \Y —\xe) A (—\1'4 Vv —\1'3))

/\/\ V(( @oV—zs)A( 23V x7))
A A

((—\ZEG \Y .2137) A (_‘1'6 Vv 1'2))

(mzo V—27) A (m21V  24))
V/\v V/\v v V ~a7) A (—@ V

(( £E4\/—‘£IZ4)/\( xrg V $6))

NSNS\ SN V(e m) AV @)

V1 V2 V3 V4 U5 Vg U7 Ug

Figure 3.1: Structure of the shape (2,2, 2) together with three sample instances.

Definition 2. Given d integers ky, ko, ..., kg (with d > 0 and k; > 2) we define

two sets of formulae [ky, ks, ..., kq] and (kq, ko, ..., kq) recursively as follows.
1. If d = 0, then the formulae in both [] and () are literals.

2. If d > 1 then every formula in [k, k2, . . ., kq] is a conjunction of k; formulae
in (ko, ..., kq). Likewise, every formula in (ki, ko, ..., kq) is a disjunction of

ki formulae in [k, .. ., kq].

If we have a large enough set of variables 3, then every set (k1, ..., kq) contains
a shape S; moreover (ki,...,ky) is the set of all instances of this shape (and
similar for [ky, ..., kq]). For this reason we will sometimes refer to (ki, ..., kq) as
a balanced disjunctive shape and to [ki, ..., kq] as a balanced conjunctive shape.
The value d is called the depth of the shape.

Note that the balanced shapes and their instances are formulae in negation
normal form (NNF); Figure 3.1 presents one example. Moreover every formula in
NNF is an instance of some shape. We now define then the random (ki, ..., kq)-
SAT model as follows. The parameters are the number of variables n and a real
number r. A formula is produced as the conjunction of [rn| randomly generated
{z1,...,x, }-instances of (ki, ..., kq).! Note that the case (k) gives us exactly the
random k-SAT model. Also there is no need to consider random [k, .. ., k4]-SAT
since this would be equivalent to ki[rn] random instances of (ko, ..., kq).

Several properties of balanced shapes can be used to characterise the hardness

of the generated random formulae.

Theorem 1. Let t be an arbitrary but fized truth assignment. The probability

Diks,...kg) that T satisfies a random instance of (k1,...,kq) can be calculated as

Here [rn] denotes the integer closest to rn
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follows:

Proof. The probability is easily obtained, using very simple combinatorial argu-
ments, as the number of instances of the shape that are satisfied by the fixed
truth assignment divided by the total number of instances of the shape (with

respect to a set ¥ with a fixed number of variables). O

Intuitively shapes with a value of p very close to 0 are very hard to satisfy,
so a fewer number of them are sufficient to make a randomly generated problem
unsatisfiable. Conversely a value of p very close to 1 would make a random
instance quite easy to satisfy, so only very large formulae could have a chance of
being unsatisfiable. The latter effect has been experimentally observed on random
k-SAT for large values of k (Mitchell and Levesque, 1996) and is confirmed by

analytical lower bounds of the crossover region (Achlioptas and Peres, 2003).

Theorem 2. The probability that a random instance of (ki,..., kq)-SAT, with
n wvariables and density r, is satisfiable tends to 0 as n — oo for all r >
log2/log(1/p). With the value of p calculated as in Theorem 1.

Proof. A fixed truth assignment t satisfies a conjunction of [rn] instances of
(k1, ..., kq) with probability pl"™ . The expected number of satisfying assignments
is 2"pl™l. This value (and the probability of the instance of being satisfiable) tends
to 0 as n — oo when r > log 2/ log(1/p). O

This simple argument, useful to estimate the location of the critical region,
has also been used to give an easy upper bound of the random k-SAT crossover
point (Cook and Mitchell, 1997).

5 CNF Translations

While the formulae generated by our proposed model are non-clausal in essence,
modern SAT solvers and procedures are designed under the assumption that their
input is a CNF formula. There is a recent interest on the design of non-clausal
satisfiability testing algorithms (Thiffault et al., 2004; Giunchiglia and Sebastiani,
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2000; Stachniak, 2002), but mature implementations are not readily available (see
Related Work). In order to measure the hardness of our formulae we decided to
translate them into CNF first and then use a standard clausal solver. This raises
the important question on how the choice of a particular translation could affect
the performance of existing solving procedures.

To test our formulae we used two kinds of translations. The standard transla-
tion (equivalence preserving) is simply based on distributive properties of disjunc-
tion and conjunction. It is well known that such translation causes an exponential

increase in the size of the problem.

Theorem 3. The standard translation of the balanced shape (ki, ..., kq) produces
a CNF formula with clauses of the same length. Moreover, the length is the
product of all the k; with i odd.

Table 3.1, the left column under the ‘length’ header, illustrates this theorem
showing the clause lengths of several shapes. The second translation we consider
is an optimised translation (structure preserving). It uses the so called naming
technique that, by introducing new variables, avoids the exponential size increase
(Plaisted and Greenbaum, 1986). Let F[G] be an NNF formula with a distin-
guished subformulae G. We assume that G is not a literal, hence G occurs in F
positively. We can transform F[G] by (a conjunction of) two formulae F[p] and
—pV G, where p is a fresh variable. It is not hard to argue that this transforma-
tion preserves satisfiability. The optimised translation takes a formula in NNF
and repeatedly applies this transformation until a formula in CNF is obtained.
We performed a careful implementation that does not introduce new variables
unnecessarily.

The optimised translation has the main advantage of keeping the size of the
translated formula small (linear with respect to the original), at the cost of in-
troducing new variables. It was interesting to see how modern solvers cope with
this increase in the number of variables and to determine whether the introduced

optimisations are useful or not.

6 Results

In order to experimentally observe the distribution of our randomly generated
formulae we started by running small simulations with different shapes and pa-

rameter values on a variety of solvers. Table 3.1 shows properties of formulae
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shape vars P ry  weight length fresh
(3,2) 6 0578 126 759 3 214 3
(3) 3 0875 519 1557 3 3.00 O
(2,4,2) 16 0533 1.10 17.61 4 289 2
(6, 3) 18 0551 1.16 2095 6 221 6
(2,2,3,2) 24 0557 1.18 2841 6 227 14
(4) 4 0938 10.83 4332 4 4.00 0
(3,3,2) 18 0.807 323 5811 6 3.00 3
(2,2,4,2) 32 0.716 2.08 6646 8 232 18
(2,5,3) 30 0.763 256 76.78 6 382 2
(5) 5 0.969 21.83 109.16 5 5.00 0
(2,2,2,2,2) 32 0880 542 17351 8 295 10

Table 3.1: Properties of some balanced shapes

tested at this stage. In this table, ‘vars’ is the number of variables in the shape
and p is the probability that a random formula is satisfied by a truth assignment,
see Theorem 1. Then 7, is an upper bound of the crossover region, see Theo-
rem 2. The ‘weight’ of each shape is the product of the number of variables and
T4; it serves to compare the size of the generated formulae (measured as an the
number of literals in them) in the hard region. Consider the (2,4,2) shape for
example. Although it is bigger and more complex than a simple clause of length
4, we only need a few instances of them ([1.1n] instead of [10.8n]) to produce hard
formulae. Low weight shapes are interesting because they seem appropriate to
generate hard and short problems. The ‘length’ header has two columns; the left
one shows the length of the resulting clauses for the standard translation, as in
Theorem 3; while the right one shows the average clause length for the optimised
translation. Finally ‘fresh’ is the number of fresh variables introduced by the

optimised translation for each generated instance of the shape.

Using this information we designed several experiments whose results we de-
tail now. At this stage we considered four solvers: zChaff (2004.5.13), a care-
fully engineered implementation of the DLL procedure (Moskewicz et al., 2001);
march_eq (2004.3.20, 100% lookahead), which integrates equivalence reasoning
techniques (Heule et al., 2005); kenfs (2003.2.12), a solver with efficient heuristics
to solve random k-SAT formulas (Dubois and Dequen, 2001); and the Adap-
tive Novelty™ stochastic local search algorithm (Hoos, 2002) implemented in the
UBCSAT (2004.07.27) experimentation environment (Tompkins and Hoos, 2004).

These solvers were selected using the results of the SAT Competition 2004 as a
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Figure 3.2: Probability of satisfiability of 70-variable random (3,3,2)-SAT for-
mulae.

reference. Moreover, we wanted to use very diverse solvers in order to observe
how different strategies and clausal translations perform in this setting with mixed
randomness and structure. The experiments were run in parallel on 45 computers,
each having an Intel III 1GHz CPU and 512Mb RAM.

In a first experiment we performed an analysis of random (3,3, 2)-SAT for-
mulae generating 500 samples for each parameter value. The purpose of this
experiment was to obtain an accurate description of the probability distribution
of this shape. Figure 3.2 shows an already familiar picture: the probability that
a generated formula is satisfiable changes from almost 1 to almost 0 in a narrow

region around the 0.5 probability point, in this case close to r = 3.07.

Figure 3.3 shows the median of the number of branches required by zChatff to
solve these formulae. The easy-hard-easy pattern is reproduced with the hardest
problems near the crossover point. The same basic pattern was found in all our
experiments with different solvers and shapes. Compared to analogous results on
random 3-SAT we can see that the transition from easy to hard is much more
sudden (increasing from a few hundred to more than 1.3 million branches in a
region of length 0.3), while the decay after leaving the critical region is gradual
and slow. Figure 3.4, which presents these results factored into satisfiable and
unsatisfiable groups, suggests that most of the satisfiable formulae are rather

easy to solve; while the unsatisfiable ones, several order of magnitudes harder,
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Figure 3.3: Number of branches required by zChaff on 60, 65, and 70-variable
formulae of random (3, 3,2)-SAT.
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Figure 3.4: Number of branches of 60-variable formulae of random (3, 3, 2)-SAT,
factored according to satisfiability.



6. RESULTS 57

55 T T T T

45 - f

40 - f

30 f t

Number of variables
w
ot
|
|

25 - f t

20 - f } i | —

15 | | | |
2 2.5 3 3.5 4 4.5

Ratio of formulas-to-variables

Figure 3.5: Scaling 0.1 and 0.01-windows for n = 20, ...,50 on random (3, 3, 2)-
SAT formulae.

dominate the behaviour of the curve as soon as they appear. This figure also
shows, however, that the few satisfiable formulae to the right of the crossover
point can also have a significant difficulty.

Using a more intense sampling near the critical region (1000 test cases per
data point) we could observe the so called scaling window effect. Let € be a
real number (0 < € < 0.5), the e-window is the interval of values of r where
the probability of satisfiability lies within € and 1 — €. Figure 3.5 shows how
the length of the 0.1 and 0.01-windows (the former denoted with a thicker plot
line) decreases as the value of n increases; the crossover point is also marked
with a small circle. This serves to provide observable evidence that sharp phase

transition can take place.

6.1 Local Search Methods

The Adaptive Novelty™ algorithm was considered to evaluate the effectiveness
of local search methods for solving this class of formulae. Recall that this is an
incomplete procedure and thus it can only be used to find solutions of satisfiable
instances. This imposes some limitations on the kind of experiments we can
perform since, for example, it can solve all the satisfiable instances of the previous
experiment in just a few minutes. The number of variables had to be increased

in order to obtain more significant data to be analysed. But this, in turn, makes
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r std. opt. r std. opt.
2.0 100.0% 100.0% 3.0 80.4% 41.0%
e e e 3.1 32.4% 12.2%
2.8 100.0% 99.6% 3.2 86% 3.2%
29 99.6% 91.6% 33 02% 0.2%

Table 3.2: Success rate of Adaptive Novelty™ on random (3,3, 2)-SAT with 140
variables.
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Figure 3.6: Average CPU time for Adaptive Novelty™ solving (3,3, 2)-SAT with
two different translations.

it impossible the use of complete solvers to filter out unsatisfiable instances in
a reasonable amount of time. We decided to generate 500 formulae with 140
variables for each parameter value where, according to Figure 3.2, some satisfiable
instances could be expected.

One of the first observations that we made is that the choice of a clausal form
translation has a direct impact on the raw efficiency of the solver. It performs
about 1 million flips per second on formulae obtained with the standard transla-
tion. While the shorter formulae produced by the optimised translation allow up
to 11.9 million flips per second. Taking this into account, the cutoff parameter
was set giving each of the two translations roughly the same amount of CPU time
to solve each problem.

Table 3.2 shows the percentage of satisfiable formulae found with each trans-
lation at several settings for the parameter r. It shows that the standard trans-

lation, despite of it’s inferior raw performance, is far more effective in finding
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Translation clauses length variables
standard 2240 4 140
optimised 1260 2.89 420

Table 3.3: Statistics of clausal transformations for random (2,4, 2)-SAT with 140
variables at r = 1.0.

Translation  zChaff ~ march.eq  kenfs
standard 431.5 min 58.3 min 14.8 min
optimised 722.8 min  31.9 min  19.1 min

Table 3.4: CPU time for each solver and translation to solve (2,4, 2)-SAT with
140 variables.

solutions than the optimised one. Moreover, as Figure 3.6 shows, the CPU time
required to find these solutions is also considerably smaller. This results show
how the reductions achieved by the optimised translation, at the cost of the in-
troduction of many new variables, can adversely affect the overall effectiveness of

the solver.

6.2 Complete Methods

We also wanted to compare the performance of the complete solvers with respect
to the clausal form translation applied. For this test we generated a smaller
set of problems (50 samples per point) with instances of random (2,4,2)-SAT.
In this case the crossover point was found near the r = 1.0 sample. Table 3.3
shows some statistics that compare the clausal representations provided by the
two translations. In Table 3.4 the total CPU time usage of the solvers on each
translation is shown.

Figure 3.7 shows the relation between the two translations for several values
for . The symbol branch(x,y) denotes the total number of branches used to
solve 50 problems, with a fixed value of r, for each combination of a solver z
and a translation y. The proportion branch(z,opt)/branch(z,std) helps to pro-
vide a fair comparison indicating how the use of the optimised instead of the
standard translation improved (< 1) or deteriorated (> 1) the performance of
the solver. It is quite surprising that no translation can be found better than
the other. The solvers zChaff and kenfs showed a better performance with the
standard translation and, conversely, march_eq found more useful the optimised

one. We suspect that, since march_eq incorporates equivalence reasoning, the use
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Figure 3.7: Effectiveness of the optimised translation for solving (2,4,2)-SAT
with zChaff, march_eq and kenfs.

of the optimised translation helps the solver to figure out the structure of the
problem. While, for the other two solvers, the introduction of new variables by
the optimised translation has the undesirable effect of increasing the total space
searched. We performed similar experiments with other shapes and parameter
values. Due to lack of space it is not possible to include more details, but the

general observations already discussed were also found in the other experiments.

7 Related Work

The study and development of non-clausal procedures for the satisfiability prob-
lem is quite recent. Some authors have initiated a search for tractable classes of
non-clausal problems (Altamirano and Escalada-Imaz, 2000), while others look
for possible ways to generalise the DLL method (Thiffault et al., 2004; Giunchiglia
and Sebastiani, 2000; Stachniak, 2002). It would have been interesting to test our
formulae with the system NoClause described in (Thiffault et al., 2004). However
we encountered some portability issues with the current version that prevented us
from doing some experimentation. In the work of Stachniak (2002) a first attempt
to build hard non-clausal formulae is made, they are instances of [2,2, [rn], 3],

however no evidence of sharp phase or difficulty patterns were reported.
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Although most of the research on randomly generated SAT problems is fo-
cused on the random k-SAT model, other variants can also be found in liter-
ature. Monasson and Zecchina (1997) proposed a random (2 4 p)-SAT model
that, based on insights from statistical mechanics, mixes 2- and 3-SAT clauses.
Other variable length models have also been considered (constant probability,
or expected length) but they were found unsuitable for the production of hard
problems (Mitchell et al., 1992; Mitchell and Levesque, 1996).

Generation of structured hard instances for the SAT problem has usually been
done by translating problems from other domains (graphs, combinatorics, opti-
misation, ...) into propositional boolean formulae. Other generators, such as
XOR-SAT (Barthel et al., 2002), are particularly designed to produce only satis-
fiable instances. There has also been a lot of interest in the more general setting
of random constraint satisfaction problems (Gent et al., 2001), and generalised

satisfiability problems (Creignou and Daude, 2002).

8 Conclusions

Extensive research on the satisfiability problem has lead to a deeper understand-
ing of this and many other important problems in Al and related fields. Very
efficient implementations of solving procedures are now easily available, and the
performance of state-of-the-art solvers keeps improving each year. We believe
that, in the near future, the research in this area will focus on the development
of new theories and procedures that, extending current known approaches, will
be able to handle general classes of formulae that encode information in a more

succinct and efficient way.

In this paper we have presented a model that generates hard non-clausal
random formulae. We expect this procedure to provide diverse and challenging
material to evaluate the performance of current and next generation solvers that
have started to introduce non-clausal features. We have carried out a careful ex-
perimental observation of the properties exhibited by these formula distributions
where the sharp phase phenomenon and easy-hard-easy patterns were found.

A second contribution of this paper, not done before to the best of our knowl-
edge, is a first study on how the use of a particular clausal translation affects

the performance of existing CNF solving procedures. We believe that the results
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obtained will motivate researchers to experiment with these translations and dis-
cover new approaches to efficiently deal with problems containing non-clausal

information.
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